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Abstract

Bleeding detection in endoscopic images has been addressed using image-level classification,
pixel-level segmentation, and object detection approaches. However, fair comparison of these
methods remains challenging due to inconsistencies in dataset preparation, evaluation metrics,
and training—testing splits. Consequently, reported performance differences across studies are
often influenced by experimental design choices rather than intrinsic model capability.

This paper presents a unified and reproducible evaluation framework for bleeding analysis in
endoscopic images that standardizes dataset verification, label derivation, data splitting, and
metric computation across multiple learning paradigms. Dataset correctness is enforced
through automated sanity checks that validate image—annotation consistency. Image-level
labels are systematically derived from pixel-level ground-truth masks, eliminating reliance on
manually assigned or folder-based annotations. A fixed stratified five-fold cross-validation
strategy is employed, and identical data splits are reused across classification, segmentation,
and detection experiments.

By decoupling dataset preparation and evaluation procedures from model implementation, the
proposed framework mitigates experimental bias and enhances reproducibility. This work
establishes a stable experimental foundation for fair and transparent comparative studies in
bleeding detection from endoscopic images.

The proposed framework establishes a reproducible experimental foundation that supports
fair comparison across classification, segmentation, and detection models in bleeding
analysis.
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Introduction

Bleeding detection in endoscopic images plays a critical role in the early diagnosis and
management of gastrointestinal disorders. In recent years, deep learning techniques have been
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widely applied to this problem, resulting in a variety of approaches based on image-level
classification, pixel-level segmentation, and object detection. Although these methods aim to
address the same clinical objective, their reported performances are often difficult to compare
in a meaningful and scientifically sound manner.

One of the primary challenges in comparative evaluation arises from inconsistencies in
experimental design rather than differences in model capability. Existing studies frequently
adopt task-specific dataset organizations, manually assigned image-level labels, and
independently defined training—validation splits. In addition, evaluation metrics are often
selected and implemented differently for classification, segmentation, and detection tasks.
These variations introduce unintended experimental bias, making it unclear whether reported
performance improvements reflect genuine methodological advances or simply favourable
experimental choices.

Despite the growing volume of research on bleeding detection, the issue of standardized and
reproducible evaluation has received limited attention. Most prior works focus on improving
model architectures or training strategies, while assuming dataset preparation and evaluation
protocols as secondary implementation details. However, in the absence of a unified
framework, cross-task and cross-model comparisons remain unreliable, and reproducibility
across studies is difficult to achieve.

To address these limitations, this paper proposes a unified and reproducible evaluation
framework specifically designed for bleeding analysis in endoscopic images. The framework
enforces dataset correctness through automated sanity checks that verify consistency between
images and their corresponding ground-truth annotations. Image-level class labels are
systematically derived from pixel-level segmentation masks, eliminating reliance on directory
structures or manual labelling and ensuring consistent supervision across learning paradigms.
A fixed stratified five-fold cross-validation strategy is employed, and identical data splits are
reused across classification, segmentation, and detection experiments to enable fair
comparison.

Furthermore, evaluation metrics are defined centrally and applied uniformly across all tasks,
reducing ambiguity in performance reporting. By decoupling dataset preparation and
evaluation logic from model implementation, the proposed framework mitigates a commonly
overlooked source of experimental bias and improves transparency and reproducibility.
Rather than introducing a new detection model, this work establishes a stable experimental
foundation upon which model-specific studies and comparative analyses can be conducted
reliably.

The main contributions of this work are summarized as follows:

1. A unified dataset preparation protocol that ensures consistent image—annotation
pairing and task-agnostic label derivation.

2. A fixed stratified five-fold cross-validation strategy reused across classification,
segmentation, and detection experiments.
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3. A centralized evaluation framework that applies identical performance metrics across

multiple learning paradigms.
4. An explicit focus on reproducibility and experimental transparency in bleeding
detection research.

Capsule Endoscopy System

Endoscopy Capsule

procedure
Antenna

Battery

Fig: 1 illustrates the capsule endoscopy system used for gastrointestinal imaging, highlighting the
imaging conditions under which bleeding detection algorithms must operate.

2. Dataset Description

The dataset used in this study comprises 2,618 endoscopic images, each accompanied by a
corresponding pixel-level bleeding annotation. For every image, the ground truth is provided
in the form of a single-channel binary mask, where pixel values of one indicate bleeding
regions and zero represent background tissue. The dataset includes both bleeding and non-
bleeding cases, with non-bleeding images characterized by completely empty masks.
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Fig:2 Non-bleeding image with mask and Bleeding image with mask

In its original form, the dataset was organized into class-specific directories and contained
annotations in multiple formats. Such a structure can introduce inconsistencies during training
and evaluation, particularly when different tasks such as classification, segmentation, and
detection are considered together. To address this issue and to ensure experimental
consistency, the entire dataset was reorganized into a unified and task-agnostic structure.
All images and corresponding annotations were consolidated into common directories, and
file naming conflicts were resolved using a deterministic renaming scheme. Importantly, no
annotations were discarded during this process.

Total images 2,618
Bleeding images 2,578
Non-bleeding images 40

Table I: Dataset Composition

Image-level class labels were not inferred from folder names or manual assignment. Instead,
labels were derived directly from the pixel-level ground-truth masks: an image was
considered a bleeding case if its mask contained at least one positive pixel, and a non-bleeding
case otherwise. This strategy guarantees consistent supervision across different learning tasks
and eliminates the risk of label leakage.
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The resulting unified dataset structure serves as the foundation for all subsequent experiments

conducted in this work, including classification, segmentation, and detection. By
standardizing dataset organization and label derivation, the proposed setup enables fair
comparison across models and supports reproducible experimental evaluation.
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Fig: 3 — Dataset Preparation Pipeline

3.Unified Evaluation Framework

This section presents the evaluation framework developed to ensure dataset correctness,
reproducibility, and fair comparison across different modelling approaches. The framework
is designed to separate evaluation logic from model implementation, allowing experiments to
be conducted in a consistent and transparent manner regardless of the task or architecture
being used.

A. Dataset Sanity Checks
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Before any experimental analysis is performed, a set of automated sanity checks is applied to
the dataset. These checks verify that every image has a corresponding ground-truth
annotation, that image—mask pairing is consistent, and that the dataset contains valid samples.
File naming consistency is also enforced to prevent accidental mismatches between images
and annotations. If any inconsistency is detected at this stage, the evaluation process is halted
immediately. This precaution helps avoid silent errors that could otherwise propagate through
training and evaluation, leading to misleading results.

B. Label Derivation Strategy

Image-level class labels are derived directly from the available pixel-level annotations. An
image is considered a bleeding case if its corresponding mask contains at least one positive
pixel; images with completely empty masks are treated as non-bleeding cases. By deriving
labels from ground-truth masks rather than directory structure or manual assignment, this
approach ensures consistent supervision across classification, segmentation, and detection
tasks. It also eliminates the risk of label leakage and reduces dependence on dataset
organization conventions.

C. Cross-Validation Protocol

To ensure fair and reproducible evaluation, a fixed stratified five-fold cross-validation
strategy is employed. Stratification is performed based on image-level bleeding presence so
that the distribution of bleeding and non-bleeding cases is preserved across all folds. Once
generated, the same data splits are saved and reused for every experiment conducted within
this study. As a result, all models are trained and evaluated on identical training and validation
sets, enabling meaningful performance comparison and preventing variations caused by
different data splits.

4. Evaluation Metrics

To ensure consistent and meaningful performance assessment, all evaluation metrics are
defined once and applied uniformly across different experimental tasks. This design choice
avoids variations in metric implementation and ensures that reported results are directly
comparable across classification, segmentation, and detection models.

For the segmentation task, performance is evaluated using widely accepted region-based
metrics, including the Dice coefficient and Intersection-over-Union (IoU). These metrics
quantify the spatial overlap between predicted bleeding regions and ground-truth annotations,
providing an intuitive measure of segmentation accuracy. In addition, pixel-wise precision
and recall are computed to capture the balance between false positives and false negatives at
the pixel level, which is particularly important in medical imaging applications where over-
or under-segmentation can have different implications.

For the classification task, evaluation is performed at the image level. Confusion matrices are
used to analyse prediction behaviour in terms of true and false classifications. Given the
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pronounced class imbalance present in the dataset, receiver operating characteristic area under
the curve (ROC-AUC) is selected as the primary performance metric. ROC-AUC is less
sensitive to skewed class distributions and provides a robust measure of the model’s ability

to discriminate between bleeding and non-bleeding images across different decision
thresholds.

For detection experiments, standard object detection metrics are employed to evaluate
localization performance. These metrics are computed using the same cross-validation folds
defined for the other tasks, ensuring that detection results are assessed under identical data
splits. This consistency allows meaningful comparison between detection-based approaches
and other modelling strategies within the same experimental framework.

By centralizing the definition and computation of all evaluation metrics, the proposed
framework minimizes ambiguity in performance reporting and prevents unintended metric
drift across experiments. As a result, differences in reported performance can be attributed
more reliably to model behaviour rather than to variations in evaluation methodology.

5. Reproducibility Considerations

Reproducibility is a critical requirement for experimental studies in medical image analysis,
particularly when deep learning models are involved. To ensure that experimental results can
be reliably reproduced, several measures are incorporated into the proposed evaluation
framework. All sources of randomness, including data shuffling and model initialization, are
controlled by fixing random seeds throughout the experimental pipeline. This practice reduces
variability across runs and allows experiments to be repeated under identical conditions.

In addition, all dataset splits used for training and validation are explicitly generated once and
stored for later reuse. Instead of recreating data splits independently for each experiment, the
same stratified cross-validation folds are consistently applied across all models and tasks. This
guarantees that performance differences observed between experiments are not influenced by
variations in data partitioning.

The evaluation framework itself is implemented as a standalone utility module that is
referenced by all experimental notebooks. By separating dataset preparation and evaluation
logic from model-specific code, the framework minimizes unintended side effects that can
arise from repeated data processing or re-initialization. This modular structure also simplifies
experimentation, as researchers can focus on model development without altering the
underlying evaluation protocol.

Together, these design choices support transparent reporting and reduce the risk of
experimental inconsistencies. As a result, the proposed framework enables reproducible
experimentation and provides a reliable basis for comparing different modelling approaches
in bleeding detection research.
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6. Discussion and Limitations

The primary objective of the proposed framework is to establish a reliable and consistent
evaluation methodology rather than to optimize or compare specific model architectures. By
design, the framework emphasizes dataset integrity, standardized evaluation metrics, and
fixed cross-validation protocols. This focus enables fair and transparent comparison across
different modelling approaches, but it also means that the framework itself does not attempt
to resolve all challenges inherent in the dataset.

One notable limitation is the presence of class imbalance, particularly when the data are
viewed from an image-level classification perspective. Instead of attempting to artificially
correct this imbalance during dataset preparation, the framework intentionally preserves the
original data distribution. This decision reflects real-world conditions and avoids introducing
bias through aggressive resampling or synthetic data generation. As a result, class imbalance
remains visible during evaluation and must be explicitly addressed by individual models
through appropriate training strategies and performance metrics.

Another limitation is that the framework does not incorporate task-specific optimization
techniques, such as advanced loss functions or augmentation strategies. These choices are left
to subsequent model-specific studies to ensure that the evaluation protocol remains neutral
and task-agnostic. While this may limit immediate performance gains, it strengthens the
validity of comparative analyses by ensuring that all models are evaluated under identical
conditions.

Overall, the framework is intended to serve as a foundational layer for bleeding detection
research rather than a complete solution. By clearly exposing dataset constraints and
methodological boundaries, it provides a transparent basis upon which future studies can
build, refine models, and explore performance improvements without compromising
reproducibility or fairness.

7. Conclusion

This work introduces a unified and reproducible evaluation framework for bleeding analysis
in endoscopic images, designed to address common challenges in experimental consistency
and fair model comparison. By enforcing standardized dataset organization, fixed stratified
cross-validation splits, and centrally defined evaluation metrics, the framework provides a
structured and transparent approach to experimental design across multiple learning tasks.

The proposed framework supports classification, segmentation, and detection studies within
a single, coherent evaluation protocol, ensuring that differences in reported performance arise
from model behaviour rather than from variations in data handling or evaluation methodology.
By separating evaluation logic from model implementation, the framework also improves
clarity, reduces unintended experimental bias, and facilitates reproducible research practices.
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Overall, this framework serves as a reliable methodological foundation for future research in
bleeding detection using endoscopic imaging. It enables systematic model development and
comparison while maintaining transparency and reproducibility, and it can be readily
extended to support more advanced modelling approaches in subsequent studies.

This study focuses exclusively on methodological reproducibility and does not claim direct
clinical applicability. All experiments are conducted on retrospective data for research
purposes only.
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