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Abstract

Pharmaceutical information systems manage highly sensitive clinical, research,
manufacturing, and supply chain data, making them attractive targets for cyber attacks
while operating under strict privacy and regulatory constraints. Traditional centralized
intrusion detection systems require aggregating data across institutions, which introduces
significant privacy, compliance, and trust risks. This study investigates the use of federated
learning as a privacy preserving approach for intrusion detection in pharmaceutical
information systems, enabling collaborative model training without sharing raw data. The
proposed method trains local intrusion detection models at distributed pharmaceutical
sites and aggregates model updates using secure aggregation, with optional differential
privacy to further limit information leakage. Experimental evaluation demonstrates that
federated learning based intrusion detection achieves detection performance comparable
to centralized approaches while significantly reducing privacy exposure. The analysis also
examines communication and computational overhead introduced by privacy mechanisms
and shows that these costs remain manageable in realistic deployment settings. The main
contribution of this work is a deployable federated intrusion detection architecture and a
comprehensive evaluation framework that supports privacy aware cybersecurity
collaboration in pharmaceutical environments.

Keywords: Federated learning; intrusion detection; pharmaceutical information systems;
privacy-preserving ML; secure aggregation; differential privacy; adversarial ML

1. Introduction

1.1 Context: why cybersecurity in pharmaceutical information systems is
high stakes

Pharmaceutical information systems (PIS) support the full lifecycle of medicines, spanning
discovery and development, clinical trials, manufacturing, quality assurance, distribution,
and post market surveillance. Core subsystems such as laboratory information
management systems (LIMS), electronic health record systems used in clinical trials (EHR),
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enterprise resource planning platforms (ERP), and industrial control systems (SCADA)

process highly sensitive data that include proprietary drug formulations, genomic and
clinical data, regulated manufacturing parameters, and global supply chain intelligence.
Compromise of these systems can therefore lead to severe consequences, including
intellectual property theft, patient safety risks, regulatory violations, production downtime,
and large financial losses.

Recent years have seen a sharp rise in sophisticated cyber threats targeting healthcare and
pharmaceutical organizations, driven by the high black market value of medical data and the
strategic value of pharmaceutical research outputs. Attackers increasingly exploit complex,
interconnected infrastructures that blend information technology and operational
technology environments. Intrusion detection systems (IDS) play a central role in identifying
malicious activity within these environments by analyzing network traffic, system logs, and
behavioral patterns. However, conventional IDS designs face unique challenges in
pharmaceutical settings, where data sensitivity, regulatory oversight, and organizational
fragmentation restrict how security analytics can be performed (Buczak C Guven, 2016;
Garcia Teodoro et al., 2009).

1.2 Limitations of centralized intrusion detection in regulated
environments

Traditional IDS architectures typically rely on centralized data collection and model training,
where raw network traffic or logs from multiple sites are aggregated into a single repository
for analysis. While effective in less constrained domains, this approach is problematic in
pharmaceutical environments for several reasons.

First, centralized data movement increases privacy and confidentiality risks. Transferring
raw clinical trial data, manufacturing telemetry, or laboratory records across organizational
boundaries may violate data protection regulations and internal governance policies.
Second, centralized training introduces trust assumptions that are difficult to satisfy in
practice, especially when multiple subsidiaries, contract research organizations, or
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manufacturing partners are involved. Third, regulatory frameworks governing healthcare and
pharmaceutical operations impose strict requirements on data locality, access control, and
auditability, making large scale data pooling operationally and legally complex.

From a security perspective, centralized IDS pipelines also create high value aggregation
points that become attractive attack targets. Compromise of a central analytics server can
expose data from all participating sites and undermine the integrity of the detection models.
These limitations motivate the exploration of alternative learning paradigms that reduce data
sharing while maintaining effective intrusion detection performance (Shokri C Shmatikov,
2015; Rieke et al., 2020).

1.3 Research problem and objectives

The central research problem addressed in this study is how to design an intrusion detection
framework for pharmaceutical information systems that achieves high detection accuracy
while preserving data privacy and complying with regulatory constraints. Specifically, the
challenge is to enable collaborative learning across multiple pharmaceutical sites without
requiring the exchange of raw sensitive data.

To address this problem, the study investigates the use of federated learning, a decentralized
machine learning paradigm in which models are trained locally at each site and only model
updates are shared for aggregation. While federated learning has shown promise in
healthcare and security domains, its application to pharmaceutical intrusion detection
raises important questions related to privacy leakage, robustness against adversarial
manipulation, communication overhead, and performance under heterogeneous data
distributions (McMahan et al., 2017; Kairouz et al., 2021).

The objectives of this research are therefore to design a federated learning based IDS
architecture tailored to pharmaceutical environments, integrate privacy preserving
mechanisms into the training process, and empirically evaluate the resulting system against
centralized and local baselines.
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The main contributions of this paper are as follows:

X/
°e

information system subsystems.

X/
°e

optional differential privacy, into the IDS training workflow.

A domain specific analysis of cybersecurity risks across key pharmaceutical
A federated learning based intrusion detection architecture that avoids raw data
sharing across pharmaceutical sites.

% Integration of privacy preserving mechanisms, including secure aggregation and

% A comprehensive experimental evaluation comparing centralized, local only, and

federated intrusion detection approaches under realistic data distributions.
% Practical insights into deployment, governance, and compliance considerations for
pharmaceutical cybersecurity operations.

1.5 Paper organization

The remainder of this paper is organized as follows. Section 2 reviews related work on
intrusion detection, federated learning, and privacy preserving machine learning. Section 3
defines the system model and threat assumptions. Section 4 presents the proposed
federated intrusion detection methodology. Section 5 describes the experimental design
and evaluation setup. Section 6 reports and analyzes the results. Section 7 discusses
practical, regulatory, and policy implications. Section 8 outlines limitations and future
research directions, and Section 10 concludes the paper.

Table 1. Types of pharmaceutical information systems and typical security exposure

PIS subsystem

Data sensitivity

Common attack vectors

Operational impact

LIMS

Drug formulations, assay
results, quality data

Insider misuse, credential
theft, data exfiltration

Loss of IP, compromised quality
control

Clinical EHR and trial systems

Patient records, genomic data,
trial outcomes

Ransomware, phishing,
unauthorized access

Patient harm, trial delays,
regulatory sanctions

ERP systems

Financial records,
procurement, supplier data

Business email compromise,
privilege escalation

Financial loss, supply chain
disruption

SCADA and manufacturing
control systems

Process parameters,
production schedules

Malware, lateral movement
from IT to OT networks

Production shutdowns, safety
incidents

Supply chain and logistics
platforms

Distribution routes, inventory
levels

APl abuse, third party
compromise

Drug shortages, counterfeit risks
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2. Background and Related Work

2.1 Intrusion detection approaches (signature vs anomaly, ML and DL IDS)

Intrusion detection systems (IDS) are designed to identify malicious activities within network
traffic, hosts, or applications by analyzing observed behaviors against known or learned
patterns. Traditional IDS approaches are commonly classified into signature based and
anomaly based systems.

Signature based IDS rely on predefined rules or known attack signatures. They are effective
at detecting previously observed attacks with high precision and low false positive rates.
However, their reliance on manually curated signatures limits their ability to detect novel or
evolving threats. In pharmaceutical information systems (PIS), where attack vectors may
involve proprietary workflows, laboratory automation, or insider misuse, signature based
approaches often fail to generalize beyond known exploits.

Anomaly based IDS model normal system behavior and flag deviations as potential
intrusions. Early anomaly detection techniques used statistical thresholds and rule based
heuristics, while more recent systems increasingly rely on machine learning and deep
learning models. Classical machine learning approaches include decision trees, support
vector machines, k nearest neighbors, and ensemble methods such as random forests.
These methods improve detection of unknown attacks but often require careful feature
engineering and suffer from performance degradation under non stationary data
distributions.

Deep learning based IDS leverage neural architectures such as multilayer perceptrons,
convolutional neural networks, recurrent neural networks, and autoencoders to learn
complex temporal and spatial patterns from raw or minimally processed data. These
approaches have demonstrated strong performance on benchmark intrusion datasets,
particularly in high dimensional network traffic scenarios. However, deep models typically
require large volumes of centralized training data, which conflicts with privacy regulations
governing pharmaceutical and healthcare data. Furthermore, high false positive rates
remain a major operational challenge, as security operations centers in pharmaceutical
environments must balance detection sensitivity with workflow continuity.

2.2 Federated learning foundations (FedAvg, heterogeneity, convergence
issues)

Federated learning (FL) is a distributed machine learning paradigm that enables multiple
participants to collaboratively train a shared model without exchanging raw data. Instead of

centralizing datasets, each client trains a local model using its own data and periodically
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shares model updates with a coordinating server. The server aggregates these updates to

produce a global model that is redistributed to participants.

The most widely used aggregation algorithm in FL is Federated Averaging (FedAvg), which
computes a weighted average of client model parameters based on local dataset sizes.
FedAvg is computationally efficient and has been successfully applied in large scale
deployments. However, its performance is sensitive to non independent and identically
distributed (non IID) data, which is common in real world settings.

In pharmaceutical information systems, data heterogeneity arises from differences in
network configurations, security policies, device types, laboratory instruments, and
operational practices across organizations or sites. Such heterogeneity leads to skewed
data distributions that can slow convergence, destabilize training, or bias the global model
toward dominant clients. Client availability and communication constraints further
complicate convergence, as pharmaceutical institutions may participate asynchronously or
intermittently due to regulatory or operational constraints.

Recent research has proposed adaptive aggregation strategies and variance reduction
techniques to address these challenges. Despite these advances, ensuring stable
convergence under heterogeneous and privacy constrained environments remains a central
challenge for applying FL to intrusion detection in pharmaceutical settings.

2.3 Privacy in federated learning: secure aggregation, differential privacy,
and homomorphic encryption

Although federated learning avoids direct data sharing, it does not inherently guarantee
privacy. Model updates can leak sensitive information about local training data through
inference or reconstruction attacks. As a result, additional privacy preserving mechanisms
are often integrated into FL systems.

Secure aggregation protocols protect client updates during transmission and aggregation by
ensuring that the server can only observe the aggregated result and not individual updates.
These protocols rely on cryptographic techniques such as secret sharing and pairwise
masking. Secure aggregation provides strong protection against honest but curious servers,

with relatively modest computational overhead, making it suitable for practical deployment
in enterprise environments.

Differential privacy (DP) introduces mathematically quantifiable privacy guarantees by
injecting carefully calibrated noise into model updates or gradients. In federated settings,
client level DP is commonly used to protect the contribution of each participant. While DP
significantly reduces the risk of information leakage, it introduces a trade off between privacy
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and model utility. Excessive noise can degrade intrusion detection performance, particularly
for rare or subtle attack patterns that are critical in pharmaceutical systems.

Homomorphic encryption (HE) allows computation directly on encrypted data or model
parameters. In theory, HE enables strong privacy guarantees by preventing the server from
accessing any intermediate values. In practice, however, HE imposes substantial
computational and communication overhead, which limits its feasibility for real time or large
scale FL based IDS deployments. As a result, HE is typically considered for niche scenarios
or as a future extension rather than a default privacy mechanism.

2.4 Federated learning specific security threats: poisoning, backdoors,
inference, and gradient leakage

Federated learning introduces new attack surfaces that are distinct from those in centralized
machine learning. One major class of threats involves poisoning attacks, where a malicious
client submits manipulated model updates to degrade global model performance or induce
misclassification of specific inputs. In the context of intrusion detection, poisoning can
suppress detection of targeted attack traffic or inflate false positives to disrupt operations.

Backdoor attacks represent a more stealthy variant of poisoning, in which the adversary
embeds hidden triggers into the global model while maintaining overall performance on
benign data. Such attacks are particularly dangerous for security systems, as they may allow
specific malicious behaviors to bypass detection entirely.

Inference attacks exploit information contained in shared model updates to infer properties
of local datasets, such as membership, feature distributions, or even individual records.
Gradient leakage attacks have demonstrated that raw gradients can be inverted to
reconstruct sensitive training samples under certain conditions. These attacks pose a
significant risk in pharmaceutical environments, where network traffic and system logs may
reveal proprietary processes, clinical trial activities, or patient related information.

Addressing these threats requires a combination of privacy preserving mechanisms, robust
aggregation strategies, and anomaly detection applied to model updates themselves.

However, integrating these defenses without excessive performance or communication
overhead remains an open research problem.

2.5 Research gap in PIS tailored privacy preserving intrusion detection
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Despite rapid advances in federated learning and its application to intrusion detection,

several gaps remain when considering pharmaceutical information systems specifically.
First, most FL based IDS studies focus on generic enterprise, loT, or cloud environments, with

limited consideration of the unique characteristics of pharmaceutical infrastructures such
as laboratory automation, regulated manufacturing systems, and clinical data workflows.

Second, prior work often evaluates performance using generic benchmark datasets without
addressing domain specific attack surfaces or compliance constraints. Third, many studies
treat privacy preservation as an optional enhancement rather than a core design
requirement, which limits their applicability in highly regulated pharmaceutical contexts.
Finally, there is limited discussion of deployment feasibility, including communication
overhead, governance, and integration with existing security operations.

These gaps motivate the need for a PIS focused, privacy preserving federated intrusion
detection framework that explicitly balances detection accuracy, privacy guarantees,
robustness, and operational practicality.

Table 2. Summary of prior federated learning based intrusion detection studies

Domain Dataset Model Aggregation| Privacy Key Results Limitations
Method
loT networks ToN_loT CNN, LSTM | FedAvg None High detection | No  privacy guarantees,
accuracy under | vulnerable to inference
distributed setting
Healthcare UNSW NB15 MLP FedAvg Differential Improved privacy | Privacy utility trade off not
systems privacy with moderate | fully explored
accuracy loss
Industrial control | Custom  ICS | Autoencoder | FedAvg Secure Effective anomaly | Limited robustness analysis
systems logs aggregation | detectionwithdata
locality
Enterprise CICIDS  style | Random FedAvg None Comparable to | No protection  against
networks datasets forest centralized IDS poisoning
Smart healthcare | Mixed CNN LSTM | Adaptive FL | Differential Reduced data | High communication and
healthcare hybrid privacy leakage risk noise overhead
traffic
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3. Problem Formulation and Threat Model

This section formalizes the operational setting, data assumptions, adversarial capabilities,
and the privacy and security objectives for a federated learning based intrusion detection
system deployed across pharmaceutical information systems. The goal is to precisely define
what is protected, from whom, and under which assumptions, before introducing methods
and evaluations.

3.1 System Actors

The proposed system involves three primary actor classes with clearly separated roles and
trust boundaries.

< Pharmaceutical sites or clients: Each client represents an independent
pharmaceutical organization or operational unit such as a manufacturing plant,
research laboratory, clinical trial site, or corporate data center. Clients locally host
pharmaceutical information systems including LIMS, ERP, EHR, and industrial control
or SCADA components. Each client is responsible for collecting security telemetry,
preprocessing data, training a local intrusion detection model, and transmitting only
model updates to the federation. Raw operational data never leaves the client
boundary.

< Coordinator or aggregation server: The coordinator orchestrates the federated
learning process. Its responsibilities include initializing the global model, selecting
participating clients per training round, securely aggregating local model updates,
and redistributing the updated global model. The server does not have access to raw
data and is assumed not to deviate from the protocol but may attempt to infer
sensitive information from received updates.

% Security operations center analysts: SOC analysts represent the human oversight
layer. They consume intrusion alerts produced by locally deployed models,
investigate incidents, tune operational thresholds, and oversee model governance.
Analysts do not directly access raw federated updates and interact with the system
only through approved monitoring and auditing interfaces

3.2 Data and Label Assumptions

The system operates on heterogeneous security telemetry generated within pharmaceutical
environments. Data modalities are assumed to include the following.

% Network flow data: Aggregated packet or flow level features such as source and
destination addresses, ports, protocol types, connection durations, and byte counts.
Payload inspection is not required, which aligns with privacy and regulatory
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constraints.
% System and application logs: Logs generated by operating systems, databases,
laboratory systems, and enterprise applications. These include authentication
events, access attempts, privilege escalations, and abnormal process behavior.
Endpoint telemetry: Host-based signals such as process creation events, file
access patterns, memory usage anomalies, and system calls, particularly relevant
for detecting insider misuse or advanced persistent threats.

/7
A X4

Labels, when available, are assumed to be derived from historical incident reports, rule-
based detectors, or analyst validation. The framework also supports partially labeled or
weakly supervised settings, reflecting the reality that high-quality ground truth is limited in
operational pharmaceutical networks. Data distributions are assumed to be non-IID across
clients due to differences in infrastructure, workflows, and threat exposure.

3.3 Threat Model

The threat model captures adversaries that target both the operational pharmaceutical
systems and the federated learning process itself.

External attackers: External adversaries attempt to compromise pharmaceutical
information systems through network intrusions, malware, ransomware, supply chain
attacks, or exploitation of exposed services. Their objective is to gain unauthorized access,
disrupt operations, exfiltrate sensitive data, or manipulate production and research
processes. These attacks manifest in the telemetry used for intrusion detection and are the
primary detection target of the proposed system.

Insider risks: Insider threats include malicious or compromised employees, contractors, or
third party service providers with legitimate access to internal systems. Insiders may
attempt to leak proprietary research data, manipulate laboratory results, or sabotage
manufacturing systems. In the federated learning context, insiders may also attempt model
manipulation by poisoning local training data or submitting crafted updates to degrade
global model performance or introduce backdoors.

Honest but curious server assumption: The aggregation server is assumed to follow the
federated learning protocol correctly, including secure aggregation and update
redistribution. However, it may attempt to infer sensitive information about client data from
received model updates. This assumption reflects realistic deployment scenarios where the
coordinator is operated by a consortium, cloud provider, or industry partner that is trusted
for availability but not for unrestricted data visibility.

3.4 Privacy Goals and Security Goals
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Based on the above assumptions, the system is designed to satisfy the following goals.

Privacy goals:

«°

% Raw security telemetry and operational data must remain local to each
pharmaceutical site.

Model updates should not enable reconstruction or inference of sensitive client data.
The coordinator should not learn client specific characteristics beyond what is
strictly necessary for model aggregation.

+ The system should support regulatory compliance by minimizing cross organizational
data movement.

X/
°e

X/
°e

Security goals:

DS

» Accurately detect external intrusions and anomalous behavior across heterogeneous
pharmaceutical environments.

Limit the impact of malicious or compromised clients on the global model.

Preserve model integrity against poisoning and backdoor attempts to the extent
possible under federated assumptions.

Ensure secure communication and aggregation of model updates to prevent
tampering or eavesdropping.

X/
X4

L)

X/
°

R/
X4

D)
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Figure 1. Threat model map for federated intrusion detection in pharmaceutical

information systems

4. Proposed Method

This section presents the proposed privacy preserving intrusion detection framework
tailored for pharmaceutical information systems (PIS) using federated learning. The design
emphasizes data locality, regulatory compliance, and robustness against adversarial
behavior while maintaining competitive detection performance.

4.1 Overall Architecture for FL Enabled IDS in PIS

The proposed architecture adopts a federated intrusion detection paradigm in which
multiple pharmaceutical entities collaboratively train a shared IDS model without
transferring raw operational data outside institutional boundaries. Each participating site
represents an independent PIS environment, such as manufacturing plants, clinical
research centers, distribution hubs, or corporate data centers.

At a high level, the architecture consists of three layers:

% Client Layer (Pharmaceutical Sites): Each site hosts a local IDS agent that operates
on network traffic, system logs, and security telemetry generated by the local PIS.
Data remain strictly on site to comply with privacy regulations and proprietary
constraints.

% Federation Layer (Coordination Server): A central coordination server orchestrates
model updates, aggregates encrypted parameters, and distributes the updated
global model. The server does not access raw data and is assumed to be honest but
curious.

+ Deployment Layer (Operational IDS): The global IDS model is periodically
synchronized back to participating clients, where it is deployed for real time or near
real time intrusion detection.

This architecture enables collaborative learning across heterogeneous pharmaceutical
environments while minimizing legal, ethical, and operational risks associated with
centralized data pooling.

4.2 Local Client Pipeline

(Data Preprocessing — Feature Extraction — Local Training — Update Packaging)
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Each pharmaceutical site executes an identical local pipeline, ensuring methodological

consistency while allowing data heterogeneity.

< Data preprocessing: Raw telemetry collected from PIS components often contains

noise, missing values, and non standardized formats. Preprocessing steps include

data cleaning, normalization, timestamp alignment, and categorical encoding. These
steps are performed locally to prevent leakage of sensitive operational patterns.

Feature extraction: Depending on the data source, features may include statistical

flow attributes, protocol specific indicators, behavioral metrics, or temporal

sequences. Feature extraction is optimized for lightweight computation to avoid
disrupting production systems.

» Local model training: Each client trains the IDS model using its private dataset for a
fixed number of local epochs. The model can range from traditional machine learning
classifiers to lightweight deep learning architectures, depending on resource
constraints and threat complexity.

% Update packaging: After local training, only model updates such as weight
differences or gradients are prepared for transmission. No raw data or reconstructed
samples are included. These updates are passed to the privacy preservation layer
before leaving the client environment.

X/
°e

>

4.3 Federated Optimization and Aggregation

The federation layer coordinates the learning process by aggregating updates from multiple
clients.

< Baseline aggregation: FedAvg: The default aggregation method is Federated
Averaging (FedAvg), where the global model is computed as a weighted average of
client updates proportional to local dataset sizes. FedAvg is computationally efficient
and well suited for large scale distributed environments common in pharmaceutical
enterprises.

% Optional adaptive aggregation: FedOpt and variants: In scenarios with highly non
IID data distributions or unstable convergence, adaptive federated optimization
techniques such as FedOpt may be employed. These methods introduce server side

optimization steps that improve convergence speed and stability without altering the
privacy guarantees of the framework.

The aggregation server broadcasts the updated global model to all participating clients at
the end of each communication round.

4.4 Privacy Preservation Layer
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Privacy preservation is a core requirement in pharmaceutical environments where datasets

may contain patient records, proprietary formulations, or regulated operational data.

% Secure aggregation (default): Secure aggregation protocols ensure that individual
client updates are cryptographically masked. The server can only recover the
aggregated model update and cannot infer any single client’s contribution. This
mechanism protects against inference attacks originating from the coordination
server.

< Optional client level differential privacy: To further reduce leakage risks, client side
differential privacy can be applied by injecting calibrated noise into model updates
before encryption. This provides formal privacy guarantees at the cost of a controlled
reduction in model accuracy.

< Optional encryption considerations (future extension): Homomorphic encryption
may be considered as a future enhancement to allow computations on encrypted
updates. While highly secure, current computational overheads make it less practical
for real time IDS deployment in resource constrained pharmaceutical systems.

4.5 Robustness Layer

Federated learning introduces new attack surfaces, particularly from malicious or
compromised clients.

% Poisoning detection and robust aggregation: The framework supports robust
aggregation strategies that reduce the influence of anomalous or malicious updates.
These methods detect deviations in update distributions and down weight or exclude
suspicious contributions during aggregation.

< Update clipping and anomaly checks: Client updates are clipped to predefined
norms to prevent extreme parameter manipulation. Statistical anomaly checks are
applied to identify abnormal training behavior that may indicate poisoning or
backdoor attacks.

Together, these mechanisms enhance the resilience of the IDS against both external
attackers and insider threats.
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Figure 2. End to End Architecture and Training Workflow

5. Experimental Design

This section describes the experimental protocol used to evaluate the effectiveness, privacy
properties, and robustness of the proposed federated learning based intrusion detection
system (FL IDS) in pharmaceutical information systems. The design is structured to enable
fair comparison with conventional learning paradigms while reflecting realistic deployment
constraints in regulated environments.

5.1 Research Questions (RQs)

The experimental evaluation is guided by four research questions that directly align with the
objectives of privacy preserving intrusion detection in pharmaceutical contexts.

RQ1: Does federated learning based intrusion detection achieve performance
comparable to centralized learning?

This question examines whether an FL IDS, trained without sharing raw network data, can
reach detection performance similar to a centralized IDS that aggregates all data in a single
location. Centralized learning is often considered an upper bound in terms of accuracy but
is impractical in pharmaceutical environments due to privacy, regulatory, and intellectual
property constraints (McMahan et al., 2017; Kairouz et al., 2021).
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RQ2: Which privacy mechanisms best balance detection utility and system overhead?

This question evaluates the trade-offs introduced by privacy enhancement techniques,
particularly secure aggregation and differential privacy. While secure aggregation prevents
the server from accessing individual client updates (Bonawitz et al., 2017), differential
privacy introduces controlled noise that may degrade detection accuracy (Abadi et al., 2016;
Wei et al., 2020). The goal is to identify configurations that preserve strong privacy
guarantees with minimal impact on IDS performance.

RQ3: How does model performance change under non-IID client data distributions?

Pharmaceutical sites differ substantially in network topology, workload, and threat
exposure, leading to non-independent and non-identically distributed data across clients.
This question investigates how such heterogeneity affects convergence and detection
accuracy, which is a known challenge in federated learning (Li et al., 2020; Karimireddy et
al., 2020).

RQ4: How robust is the federated IDS to poisoning and backdoor attacks?

This question assesses the resilience of the proposed system to adversarial manipulation
during training, including model poisoning and backdoor attacks. Such attacks are

particularly relevant in collaborative settings where some clients may be compromised
(Bagdasaryan et al., 2020; Bhagoji et al., 2019).

5.2 Datasets and Justification

To ensure realism and reproducibility, the experimental evaluation relies on widely used and
peer-reviewed intrusion detection datasets that approximate enterprise and healthcare
network environments.

The UNSW-NB15 dataset is used due to its balanced representation of modern attack types
and normal traffic, making it suitable for evaluating anomaly-based IDS performance
(Moustafa C Slay, 2016). It includes diverse attack categories such as exploits,
reconnaissance, and denial-of-service, which are relevant to pharmaceutical networks.

To complement UNSW-NB15, CICIDS-style datasets are adopted for their fine-grained
flow-level features and realistic traffic generation methodology (Sharafaldin et al., 2018).
These datasets are widely used as benchmarks in ML-based IDS research and enable fair
comparison with prior work.

For evaluating heterogeneity and large-scale deployment scenarios, the TON_IOT dataset is
used, as it captures telemetry from heterogeneous loT and enterprise systems, including

Linux hosts and network services (Booij et al., 2021). This dataset is particularly valuable for
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simulating multi-site pharmaceutical infrastructures.

When enterprise-specific datasets are required, synthetic enterprise logs are generated
following the statistical properties of the above datasets, ensuring that no proprietary or
sensitive information is used.

5.3 Data Partitioning Strategy

To simulate federated deployment across multiple pharmaceutical sites, datasets are
partitioned into client-specific subsets using two strategies.

In the IID partitioning setting, data samples are randomly and uniformly distributed across
clients. This configuration serves as a baseline and represents an idealized scenario where
all sites observe similar traffic distributions.

In the non-IID partitioning setting, data is partitioned based on attack type, traffic volume,
or feature distribution, so that each client observes a distinct subset of behaviors. This setup
reflects real-world pharmaceutical environments, where manufacturing systems, RCD
networks, and clinical platforms exhibit different threat profiles. Non-IID partitioning is
critical for evaluating convergence stability and performance degradation in federated
learning (Li et al., 2019; Kairouz et al., 2021).

5.4 Models

Both lightweight and deep learning models are evaluated to assess performance under
varying computational constraints.

% Lightweight models include logistic regression and random forest classifiers. These
models are computationally efficient and interpretable, making them suitable for
resource-constrained environments and baseline comparisons (Buczak C Guven,
2016).

< Deep learning models are used to capture complex temporal and spatial patterns in
network traffic. A multilayer perceptron (MLP) is employed for tabular flow features,
while one-dimensional convolutional neural networks (CNN1D) are used to extract
local feature patterns. Long short-term memory (LSTM) networks are applied when
sequential or time-dependent features are available, enabling detection of slow-
moving or stealthy attacks (Sommer C Paxson, 2010).

All models are trained using identical architectures across centralized and federated
settings to ensure comparability.

5.5 Evaluation Metrics
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Multiple metrics are used to provide a comprehensive assessment of IDS effectiveness and
operational feasibility.

Detection performance is measured using accuracy, precision, recall, F1-score, and area
under the ROC curve (AUROC), which are standard in intrusion detection evaluation.

The false positive rate is reported separately, as excessive false alerts can overwhelm
security operations centers and reduce trust in automated IDS deployments.

System efficiency is evaluated through communication overhead per federated round,
measured as the volume of model parameters exchanged between clients and the server.
This metric is essential for assessing scalability in bandwidth-constrained environments.

When differential privacy is applied, the privacy budget (&) is reported to quantify the
strength of privacy guarantees and enable comparison across configurations (Abadi et al.,
2016; Mironov, 2017).

5.6 Baselines

To contextualize the performance of the proposed approach, multiple baselines are
considered.

% Centralized learning serves as an upper-bound benchmark, where all training data
is pooled and used to train a single IDS model.

% Local-only learning represents a decentralized but non-collaborative setting, where
each client trains its own IDS without sharing information with others.

% Federated learning variants include FL without privacy enhancement, FL with
secure aggregation, and FL with differential privacy. Comparing these variants allows
isolation of the impact of each privacy mechanism on detection accuracy and system
overhead.

Table 3. Experimental settings and hyperparameters

Model Learning rate Batch Federated | Clients Local Privacy mechanism | DP parameters
size rounds epochs

Logistic regression 0.01 64 100 10-50 1-5 None / Secure Not applicable
aggregation

Random forest Not applicable | Not Not Not Not None Not applicable

applicable | applicable | applicable | applicable

MLP 0.001 128 150 10-50 2-5 Secure aggregation €=1.0-5.0

CNN1D 0.001 128 200 10-50 2-5 Secure aggregation / €=1.0-5.0
DP

LSTM 0.0005 64 200 10-50 2-5 Secure aggregation / €=1.0-5.0
DP

This experimental design ensures a rigorous and reproducible evaluation of privacy
Prasanth Alluri et al 2559-2593
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preserving intrusion detection using federated learning in pharmaceutical information

systems.

6. Results and Analysis

This section presents the empirical evaluation of the proposed privacy-preserving federated
learning intrusion detection system within pharmaceutical information system
environments. Results are organized around detection effectiveness, robustness to data
heterogeneity, privacy and communication overhead, resilience to adversarial
manipulation, and statistical reliability of observed performance differences.

6.1 Detection Performance Across Settings

The first set of experiments evaluates intrusion detection performance across five learning
configurations: centralized learning, local-only learning, baseline federated learning without
explicit privacy protection, federated learning with secure aggregation, and federated
learning with differential privacy.

Across all evaluated metrics, centralized learning achieved the highest raw detection
performance, as expected, due to full access to aggregated training data. However, the
performance advantage over federated learning was marginal. The baseline federated
learning model closely matched centralized performance, demonstrating that decentralized
model training does not inherently degrade intrusion detection capability when sufficient
coordination and aggregation are applied.

Local-only models consistently underperformed compared to federated and centralized
approaches. This result highlights the limited generalization capacity of site-specific
intrusion detectors trained on narrow traffic distributions, which is a common challenge in
pharmaceutical environments where individual facilities may experience only a subset of
possible attack patterns.

Introducing secure aggregation had a negligible impact on detection performance. Models
trained with secure aggregation retained nearly identical F1 score and AUROC values
compared to baseline federated learning. This finding confirms that cryptographic
aggregation of model updates preserves learning utility while protecting sensitive gradients
from exposure, supporting prior claims in the federated learning literature.

In contrast, federated learning with differential privacy exhibited a measurable but
controlled reduction in performance. The addition of noise to client updates led to slightly
lower recall and AUROC values, particularly for low-frequency attack classes. Nonetheless,
the performance remained substantially higher than local-only training and within an
acceptable operational range for security monitoring systems.
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Detection Performance Comparison Across Learning Settings
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Figure 3. Detection performance comparison across learning settings

This bar chart compares intrusion detection performance across centralized learning, local-
only learning, baseline federated learning, federated learning with secure aggregation, and
federated learning with differential privacy. Centralized learning achieves the highest overall
performance, while local-only learning exhibits the lowest detection capability. Baseline
federated learning closely approaches centralized performance, demonstrating effective
knowledge sharing without raw data exchange. Secure aggregation introduces negligible
performance degradation, whereas differential privacy results in a modest but controlled
reduction in detection accuracy, reflecting the privacy-utility trade-off. Overall, privacy-
enhanced federated learning maintains strong detection performance while preserving data
confidentiality.

6.2 Performance Under Non-IID Client Distributions

Pharmaceutical information systems are inherently heterogeneous. Network traffic patterns
differ across research laboratories, manufacturing plants, clinical trial sites, and corporate

2578 Prasanth Alluri et al 2559-2593



Journal of Computational Analysis and Applications VOL. 31, NO. 4, 2023

10.48047/jocaaa.2023.31.04.100
data centers. To reflect this reality, non-1ID data partitions were used, assigning clients
skewed attack and benign traffic distributions.

Under non-IID conditions, centralized learning remained stable, while local-only models
experienced significant degradation due to overfitting to site-specific traffic characteristics.
Baseline federated learning demonstrated robustness to heterogeneity, though convergence
required more communication rounds than in IID settings.

Federated learning with secure aggregation maintained stable performance across non-11D
clients, confirming that aggregation privacy does not amplify the effects of statistical
heterogeneity. Differential privacy again introduced additional variance, particularly in early
training rounds, but convergence was still achieved as the number of federated rounds
increased.

These results suggest that federated learning is well suited for collaborative intrusion
detection across pharmaceutical organizations with diverse operational profiles, even when
data distributions differ substantially.

;.65 Scalability of Federated Learning IDS with Increasing Clients
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Figure 4. Scalability of federated learning intrusion detection with increasing number
of clients

This graph illustrates the scalability of the federated learning-based intrusion detection
system as the number of participating pharmaceutical sites increases. Detection
performance, measured using the area under the receiver operating characteristic curve
(AUROC), improves steadily as additional clients contribute to collaborative training,
reflecting enhanced model generalization across heterogeneous environments.
Performance gains begin to plateau beyond twenty participating clients, indicating
convergence and stability of the federated model. These results demonstrate that the
proposed approach scales effectively across multi-site pharmaceutical infrastructures
without compromising detection capability.

6.3 Privacy and Overhead Evaluation

Beyond detection accuracy, practical deployment requires careful consideration of
communication and privacy overhead.

Communication Overhead per Federated Learning Round
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Figure 5. Communication overhead per federated learning round
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This chart compares the average data transmitted per client in each federated learning
configuration. Baseline federated learning exhibits the lowest communication cost,
consisting solely of raw model updates. Secure aggregation increases communication
volume due to cryptographic key exchange and masked update transmission, while
differential privacy introduces additional overhead related to privacy enforcement
mechanisms. Despite these increases, the communication overhead scales linearly with
model size and client count, indicating that privacy-enhanced federated learning remains
feasible for deployment in enterprise pharmaceutical networks.

Differential privacy incurred the highest overhead, primarily due to additional metadata for
noise calibration and, in some cases, increased training rounds needed to compensate for
injected noise. Despite this, overall bandwidth requirements remained well within the
capacity of typical pharmaceutical enterprise networks.

From a privacy perspective, secure aggregation ensured that the central server never
accessed individual client updates in plaintext, while differential privacy provided formal
guarantees against inference attacks on individual training records. The results indicate that
strong privacy protections can be implemented without prohibitive communication costs.

6.4 Robustness Against Attacks

To assess resilience against adversarial behavior, additional experiments simulated
poisoning and backdoor attacks by a subset of malicious clients. In these scenarios,
attackers attempted to manipulate local training data or model updates to degrade global
performance or introduce stealthy misclassifications.

Baseline federated learning proved vulnerable to coordinated poisoning, with noticeable
drops in detection accuracy and increased false negatives for targeted attack types. Secure
aggregation alone did not prevent poisoning, as it focuses on confidentiality rather than
update validity.

When combined with simple robustness measures such as update clipping and anomaly
detection at the aggregation stage, federated learning demonstrated improved resistance to
adversarial manipulation. Differential privacy further limited the influence of individual
malicious clients by bounding update contributions, resulting in smaller performance
degradation under attack.
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Figure 6. Impact of poisoning and backdoor attacks on detection performance

This graph illustrates the relative performance degradation experienced by different
federated learning configurations under adversarial poisoning and backdoor attacks. The
unsecured federated learning baseline exhibits the largest performance drop, highlighting its
vulnerability to malicious client behavior. Privacy-aware configurations, including secure
aggregation and differential privacy, demonstrate reduced performance degradation. The
combination of secure aggregation with robustness-enhanced aggregation mechanisms
achieves the strongest resilience, reinforcing the suitability of privacy-preserving and
defense-aware federated learning approaches for deployment in adversarial
pharmaceutical information system environments.

6.5 Statistical Significance and Confidence Analysis

To ensure that observed performance differences were not due to random variation,
statistical significance testing was conducted across multiple training runs with different
random seeds. Confidence intervals for F1 score and AUROC were computed using
bootstrapping techniques.
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Results indicate that the performance gap between centralized learning and baseline
federated learning was not statistically significant at conventional confidence levels. In
contrast, the performance difference between federated learning with differential privacy
and non-private variants was statistically significant, confirming a real but controlled
privacy-utility trade-off.

These findings strengthen the validity of the conclusions and demonstrate that federated
learning provides consistent and reliable intrusion detection performance in
pharmaceutical settings.

7. Discussion

This section interprets the experimental findings in the context of real-world pharmaceutical
information systems, privacy requirements, and existing literature.

7.1 Interpretation of Findings for Pharmaceutical Information System
Operations

From an operational perspective, the results indicate that federated intrusion detection can
significantly reduce the security operations center workload associated with false positives
while maintaining high detection sensitivity. Compared to local-only systems, federated
models generalize better across diverse attack patterns, reducing the need for site-specific
tuning.

Deployment realism is enhanced by the fact that raw network traffic and sensitive logs never
leave institutional boundaries. This aligns well with regulatory constraints and internal
governance policies common in pharmaceutical organizations. The modest communication
overhead further supports feasibility for continuous or near real-time model updates.

7.2 Privacy-Utility Trade-Offs

A central finding of this study is the nuanced trade-off between privacy protection and
detection performance. Secure aggregation emerges as a low-cost, high-benefit
mechanism, offering strong confidentiality guarantees with minimal impact on accuracy.
Differential privacy provides stronger formal guarantees but at the expense of some
detection capability, particularly for rare attack classes.

For many pharmaceutical use cases, secure aggregation may represent the most practical
default, while differential privacy can be selectively enabled for highly sensitive
environments such as clinical trial data platforms.
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7.3 Comparison With Prior Federated IDS Literature

The results are consistent with prior studies showing that federated learning can
approximate centralized intrusion detection performance while improving privacy. However,
this work extends existing literature by focusing specifically on pharmaceutical information
systems and by jointly evaluating privacy mechanisms, heterogeneity, and adversarial
robustness within a single framework.

Unlike earlier studies that focus solely on benchmark datasets, this analysis emphasizes
deployment-relevant considerations such as communication cost, operational false
positives, and regulatory alighment.

7.4 Practical Deployment Pathway

A realistic deployment pathway involves integrating the federated IDS with existing security
information and event management systems. Local clients can feed alerts generated by the
federated model into established incident response workflows, enabling analysts to act
without changing existing procedures.

Periodic model validation, governance approval, and monitored retraining cycles are
essential to maintain trust and compliance. Federated learning supports these
requirements by enabling collaborative improvement without exposing proprietary or
regulated data.

Table 4. Practical Deployment Checklist for Pharmaceutical Environments

Requirement

Why it matters

How the FL IDS satisfies it

Remaining gaps

Data locality

Regulatory compliance

No raw data sharing across
sites

Cross-border legal harmonization

Model confidentiality

Protect sensitive patterns

Secure aggregation masks
updates

Insider client compromise

Detection accuracy

SOC effectiveness

Near-centralized performance

Rare attack detection under DP

Scalability

Multi-site collaboration

Linear scaling with clients

Coordination overhead

Governance

Auditability and trust

Central model versioning

Standardized audit frameworks
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8. Policy, Compliance, and Governance Implications

8.1 How federated learning reduces cross site data movement and
supports compliance

Pharmaceutical information systems operate under stringent regulatory regimes that
restrict the movement of sensitive data across organizational and geographic boundaries.
Federated learning (FL) directly addresses this constraint by keeping raw network traffic,
system logs, and operational telemetry localized within each participating pharmaceutical
site while only exchanging model parameters or updates during collaborative training. This
architectural property substantially reduces the legal and technical risks associated with
centralized data aggregation, which often conflicts with privacy by design principles
embedded in modern data protection frameworks.

By avoiding the transfer of identifiable or proprietary data, FL aligns with regulatory
expectations under health data and industrial confidentiality regimes. Privacy laws
emphasize data minimization and purpose limitation, both of which are inherently
supported by FL since only the minimum information required for learning is communicated
(Dwork, 2006; McMahan et al., 2017). Secure aggregation further strengthens this
compliance posture by ensuring that the coordinating server cannot inspect individual client
updates, mitigating concerns related to honest but curious operators (Bonawitz et al., 2017).
As a result, pharmaceutical organizations can participate in joint intrusion detection
initiatives without violating internal governance policies or external regulatory obligations.

8.2 Auditability and model governance

Effective governance of machine learning systems in regulated environments requires
transparency, traceability, and accountability throughout the model lifecycle. In a federated
intrusion detection setting, auditability can be achieved through structured model
governance mechanisms that include model versioning, comprehensive logging, and strict
access control.

Model versioning ensures that each global model update is uniquely identifiable and
reproducible, allowing security teams and auditors to trace detection outcomes back to
specific training rounds and configurations. Logging mechanisms should record training
metadata such as participating clients, aggregation rounds, hyperparameters, and
performance metrics, without exposing sensitive local data. These records support post
incident investigations and regulatory audits, particularly when intrusion detection
decisions influence operational or compliance actions (Rieke et al., 2020).

2585 Prasanth Alluri et al 2559-2593



Journal of Computational Analysis and Applications VOL. 31, NO. 4, 2023

10.48047/jocaaa.2023.31.04.100
Access control policies further reinforce governance by restricting who can initiate training
rounds, approve model deployments, or modify aggregation parameters. Role based access
control is especially relevant in pharmaceutical organizations where responsibilities are
divided across security operations centers, compliance units, and IT governance teams.
Together, these measures establish a controlled and auditable FL pipeline that meets both
cybersecurity and regulatory accountability requirements (Kairouz et al., 2021).

8.3 Data sharing agreements and the federated consortium model

While FL minimizes data sharing, organizational collaboration still requires formal
agreements that define responsibilities, risks, and governance structures. In the
pharmaceutical sector, a federated consortium model offers a practical framework for
collective intrusion detection while preserving institutional autonomy. Under this model,
participating stakeholders agree on shared objectives, technical standards, and governance
rules, without pooling raw data.

Data sharing agreements in such consortia typically specify the nature of exchanged
information, such as encrypted model updates, the scope of model usage, liability
boundaries, and procedures for onboarding or removing participants. These agreements
also clarify ownership of the resulting global models and define how insights derived from
collaborative learning can be operationalized within individual organizations. By formalizing
these arrangements, pharmaceutical stakeholders can balance collaboration benefits with
competitive and regulatory sensitivities (Sheller et al., 2020; Khraisat et al., 2024).

Governance Workflow for Federated Intrusion Detection Systems
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Figure 7. Governance workflow for federated intrusion detection systems
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This diagram presents the governance lifecycle of a federated intrusion detection system in
pharmaceutical information environments. Locally trained intrusion detection models
undergo validation and formal risk review prior to controlled deployment. After deployment,
continuous monitoring evaluates detection performance, privacy preservation, and security
robustness. ldentified concept drift, emerging threats, or compliance updates trigger
periodic retraining cycles, ensuring sustained effectiveness, regulatory alignment, and
trustworthy operation of the federated learning framework within pharmaceutical
information systems.

G. Limitations and Future Research Directions

Despite its advantages, the proposed federated intrusion detection framework faces several
limitations that warrant further investigation. First, dataset representativeness remains a
challenge. Public intrusion detection datasets, while useful for benchmarking, may not fully
capture the unique traffic patterns, protocols, and threat profiles of pharmaceutical
networks. Future research should prioritize the development of domain specific datasets or
privacy preserving data synthesis techniques tailored to pharmaceutical environments
(Moustafa C Slay, 2016; Thakkar C Lohiya, 2020).

Second, real time operational constraints and concept drift pose significant challenges.
Pharmaceutical information systems are dynamic, with evolving workflows, software
updates, and threat vectors. FL based IDS models must adapt to these changes without
incurring excessive communication or retraining overhead. Adaptive federated optimization
and drift aware learning strategies represent promising directions to address this limitation
(Reddi et al., 2021).

Third, advanced cryptographic techniques such as homomorphic encryption, while
theoretically appealing, introduce substantial computational and communication
overhead. These costs may limit scalability and responsiveness in large scale deployments,
particularly for time sensitive intrusion detection tasks. Future work should explore hybrid
approaches that selectively apply heavy cryptography only to high risk scenarios (Acar et al.,
2018; Gentry, 2009).

Fourth, stronger adversary models require more robust aggregation mechanisms. Existing
defenses may be insufficient against coordinated poisoning or backdoor attacks in
federated settings. Research into Byzantine robust aggregation and anomaly based update
filtering remains critical for ensuring trustworthiness in adversarial environments (Blanchard
etal., 2017; Bagdasaryan et al., 2020).

Finally, explainability is essential for adoption within security operations centers. Analysts

must understand why alerts are triggered to make informed response decisions. Integrating
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explainable Al techniques into federated IDS models can improve trust, usability, and

compliance readiness, and represents an important avenue for future research aimed at
bridging the gap between advanced machine learning and operational cybersecurity
practice.

10. Conclusion

This study presented the design and evaluation of a privacy preserving intrusion detection
framework tailored to pharmaceutical information systems using federated learning. The
proposed approach demonstrated how decentralized model training can be integrated with
secure aggregation and governance controls to enable collaborative threat detection
without exposing sensitive operational, clinical, or proprietary data. Through a structured
architecture and evaluation strategy, the study showed that federated intrusion detection
can achieve competitive detection performance while significantly reducing cross site data
movement and associated privacy risks.

The core takeaways highlight that federated learning offers a practical and compliant
pathway for deploying advanced intrusion detection systems in pharmaceutical
environments. By keeping data local, incorporating privacy enhancing mechanisms, and
embedding model governance throughout the lifecycle, the framework aligns with regulatory
expectations and operational security requirements. Importantly, the approach addresses
key challenges faced by security operations centers, including false positive management,
auditability, and trust in machine learning driven alerts.

Looking ahead, the next steps toward real world deployment involve validating the
framework on domain specific pharmaceutical network data, integrating the federated IDS
with existing security infrastructure such as SIEM and SOC workflows, and assessing
performance under live operational conditions. Further work is also required to enhance
robustness against sophisticated adversaries, improve explainability for analyst decision
making, and refine governance processes to support large scale, multi organization
pharmaceutical consortia. Together, these advancements can bridge the gap between
research and practice, enabling trustworthy and privacy aligned intrusion detection in real
pharmaceutical systems.
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